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ii  About this Guide  

About this Guide  

This guide describes Qure for SQL Server  and its features , and provides 

instructions on how to install  and use Qure . 

This  guide includes the following chapters:  

¶ Chapter 1 , Introduction , provides a general overview of the product, 

including the benefits of using Qure . 

¶ Chapter 2 , Installing Qure , describes how to download and install 

Qure . 

¶ Chapter 3, Planning the Database Anal ysis , describes what is 

needed before you start the  database  analysis  process using Qure.   

¶ Chapter 4 , Analyzing Database s , describes how to  analyze 

database s using Qure . 

¶ Chapter 5 , Using the Recommendations Report,  describes  the 

Qure Recommendations report  and how t o view, manage, verify, and 

implement the recommendations to enhance the performance of your 

database s.
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1 Introduction  

 In this chapteré 

Overview  page 1 
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1.1 Overview  

Qure for SQL Server is a revolutionary new concept in database 

performance optimization. Qure  uses unique algorithms to identify 

performance problem issues but rather than just focusing on symptoms , 

Qure solves  the problems.  

Accurate recommendations and remedies are generated to assist the 

database administrator in achieving  unparalleled improvem ents in database 

performance . Potential problems are eliminated before they become critical 

to the database operations.  

Qure performs a complete analysis of all aspects of a database environment, 

including:  

¶ Hardware and software configurations  

¶ Environment variables  

¶ Schema and data analysis  

¶ Code analysis  

¶ Application and user activity patterns analysis  

Qure identifies and isolates the root causes  that hinder optimal 

performance , and produces accurate, detailed , and prioritized 

recommendations  on how to optimi ze the database performance .  

Qure suggests pinpoint solutions that can easily be implemented , providing 

an immediate performance boost  to the user .  

The recommendations consist of the following categories:  

¶ Server and database configurations and resource al locations  

¶ Database schema and supporting objects  

¶ Indexing schema  

¶ Query syntax  

¶ Programming o bjects code and properties  

¶ Coding technique practices  

¶ Maintenance  
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1.2 Benefits  

Qure provides  an array of immediate savings:  

¶ Dramatically reduc es revenue loss due to slow performance and 

down - time.  

¶ Significantly improves overall application performance , thus improving 

business productivity.  

¶ Delivers direct CAPEX  savings by reducing the need for unwarranted 

hardware upgrades . 

¶ Drastic ally reduces the resources that database administrators spend 

on performance tuning.  

¶ Increases the potential number of concurrent users and simultaneous 

transactions.  

¶ Improves organizational efficiency.  

¶ Enhances  the user experience.  

¶ Improves IT team core c ompetence.  

¶ Increases  service and data availability.  
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2 Installing Qure 

 In this chapteré 

General Guidelines  page 3 

Installation Prerequisites  page 3 

Installing Qure  page 5 

2.1 General Guidelines  

Qure is available as a free download from the DBSophic web site  

(www.dbsophic.com/download ).  

After you have installed Qure , you can use it to perform a demo  analys is of 

up to two  database s for free . In this mode, Qure performs a quick , partial 

analysis and provides a summary of the detected performance issues . Qure  

generates an impact assessment  indicating the performance improvements 

that can be achieved by impleme ntin g the proposed recommendations.  

In addition, Qure select s a few sample batch es and provide s all of their  

related recommendations, free of charge, to demonstrate the effectiveness 

of the recomm endations and its ease of use . Qure also provides full 

perfo rmance improvement details for these batches which you can verify 

externally  using your own tool set .  

The purchase of a license key is required  to perform a  full  analysis , which 

generate s a full  set of  performance improvement  recommendations  for the 

comple te workload , and enable s many additional features .  

Several licensing  options are available according to your organizational 

needs.  For more details, visit the DBSophic web site 

(www.dbsophic.com/purchase ) .  

2.2 Installation Prerequisites  

Qure can be installed on a ny  workstation or ser ver with the following 

minimum specifications:  

¶ Qure Installation Hardware Requirements:  

Á 50  MB free disk space for binary/executable /log  files.  

Á Approximately 2 GB free disk space per database analysis  file , up 

to a maximum size of 4  GB each . 

Á 1 GB RAM minimu m, 2 GB RAM recommended.  

Á 2 GHz CPU, Dual core recommended.  

¶ Qure Installation Software Requirements:  

Á Windows XP/Vista / Server 2003/ Server 2003 R2 / Server 2008, 32 

or 64 -bit.  

../../../../../Documents%20and%20Settings/Documents%20and%20Settings/candy/Local%20Settings/AppData/Local/Microsoft/Windows/Temporary%20Internet%20Files/Content.Outlook/HMRCMU8L/www.dbsophic.com/download
../../../../../Documents%20and%20Settings/Documents%20and%20Settings/Documents%20and%20Settings/candy/Local%20Settings/Temporary%20Internet%20Files/Content.Outlook/V1_Final/www.dbsophic.com/purchase
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Á Microsoft .Net Framework 3.5  SP1.  

Á Microsoft SQL Ser ver 2005 /2008  client tools, 32 or 64 -bit.  

Á Windows Installer 3.1 or later  (v ersion  4.5 is r ecommended )  

The copy of the database s for analysis should be restored  on a server with 

the following minimum specifications:  

¶ Database Server Hardware Requirements:  

Á Free disk space equal to at least th ree  times the total size of the 

analyzed database s for the data and log files . 

Á 1 GB RAM minimum, 2 GB RAM recommended.  

Á 2 GHz CPU, Dual core recommended . 

Á For accurate analysis  results, the clientôs and server ôs physical 

hardware  resources should be sterile of any concurrent activity.  A 

dedicated (non -virtual) server is highly recommended.  

¶ Database Server Software Requirements:  

Á Windows Server 2003 / Server 2003 R2/ Server 2008, 32  or 64 -bit.  

Á Microsoft SQL Server 2005/2008 /2008 R2 , 32  or 64 -bit.  
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2.3 Installing Qure  

This section  describes how to install Qure.  

 To i nstall Qure:  

1  Download the installation file from www.dbsophic.com/download , and 

save it to  a local hard drive.  

2  Double -click Qure.msi . The installation process  starts and the 

Installation Wizard Welcome window appears.  

 

Figure 1 : Setup  Welcome Window  

3  Click Next .  The License Agreement window  appears . 

 

Figure 2 :  Lic ense Agreement Window  

http://www.dbsophic.com/download
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4  Read the license agreement . I f you accept it ,  select I accept  and then 

click Next .  The Select Installation Folder window appears.  

 

Figure 3 : Select Installation Folder Window  

5  In the Folder  text box , enter the  path to an installation folder for Qure 

(t he default folder is % Program Files % \ DBSophic \ Qure \ ) or  click 

Browse  to navigate and select a different folder.  

 

Note : This folder is used only for Qure binary, executable, 

configuration , and log files. Selectin g the location for the 

database analysis  files , which may require significantly more 

disk space , is detailed in Setting Up the Database Analysis . 

6  Click Next  to continue.  The Ready to install  window appears.  

 

Figure 4 : Ready to  Install Window  
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7  Click Next . The installation process  starts . The installation process may 

take a few minutes.  The Installing Qure  window appears.  

 

Figure 5 : Installing Qure Window  

 

Note : Click  at any time to stop the installation 

process and roll  back any changes to your system.  

When the installation is successfully completed, the  Completing the  

Qure Setup  window appear s. 

 

Figure 6 : Completing the Qure Setup Window  

8  Click Finish .  Qure is now installed on your computer.  
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3 Planning the Database Analysis  

 In this chapteré  

Planning the Analysis  page 8 

Preparing a Trace Using SQL Profiler  page 8 

Preparing the Analysis Server  page 12  

Preparing a Client Computer to Run Qure  page 12  

3.1 Planning the Analysis  

Qureôs analysis process should NEVER  be perfor med on production  

database s as t he analysis process automatically applies changes to the 

analyzed database s. 

The length of the analysis  and the IO and CPU load that it creates  can b e 

significantly reduced by selecting Sample only data analysis  in the 

Additional Settings window (see Configuring Additional Analysis  Settings ). 

However, selecting this option limit s the range of Qure recommen dations 

and may negatively affect the accuracy of the recommendations algorithm.  

Follow these guidelines  when performing the Qure analysis process:  

¶ Use a standalone dedicated server.  

¶ Use a ñsterileò environment for the analysis  process as any concurrent 

activity on the server or the client may affect the accuracy of the 

analysis  benchmark measurements.  

¶ Similarly, virtual servers that use shared hardware resources  are not 

recommended .  

¶ If possible, use a server with hardware resources as similar  as possibl e 

to the production server. This will improve the  accuracy of the analysis  

measurements as differences in available resources, especially in 

terms of memory and the number of available CPU cores , may result in 

different SQL Server execution plans for the r eplayed queries.  

¶ Using a powerful server, especially in terms of the CPU and disk 

subsystem , may also significantly reduce the duration of Qure analysis 

process . 

3.2 Preparing a Trace Using SQL Profiler  

The trace is the primary so urce for Qure 's analysis of the database s. Qure 

assumes that the trace (s)  that are provided for the analysis represent  the 

full range of activities that the application and database s perform.  

To get the most effective recommendations from Qure ôs analysis,  it is crucial 

that you adhere to  the following guidelines when preparing and selecting the 

trace  (s)  to be used  by Qure . 
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The following topics explain how to prepare a trace file for the Qure 

database analysis p rocess :  

¶ Using the Profiler Template  

¶ Adding Filters to the Trace  

¶ Additional Trace File Recommendations  

3.2.1 Using the Profiler Template  

It is highly recommended tha t you use the provided Profiler template for 

generating the trace. Although Qure will accept any trace that complies with 

its minimal requirements in terms of traced events and data columns, using 

the provided template will reduce the probability of errors , overinflated trace 

files with unused data, missed events, and so on.  

 

Note : Qure automatically adds the required templates to the 

profilerôs list of available templates during installation. However, 

this list is user specific . If you need to run profile r in a context of 

a user different than the one who installed Qure, follow steps 1 

and 2 below. If not, you may proceed to step 3 . 

 To use the  Profiler template:  

1  In Windows Explorer , n avigate to the Qure installation folder and then to 

the templates  sub - fo lder.  

2  Double -click the Qure _For_SQL_ 2005 .tdf  or  

Qure _For_SQL_ 2008.tdf  file  according to the version of Profiler that 

you use . This imports the  Qure template into the Profiler 's  available 

templates list .  

3  Launch Profiler, and then click New Trace  or select  File > New Trace .  

4  Connect to the production database server.  

5  From the Use the template  drop -down list, select the Qure template.  

 

IMPORTANT : Do not select the Save to file or Save to 

table options  before starting the trace as these options may 

signific antly increase the load overhead that Profiler generates 

on the production server. Always save the trace to a file  or a 

table  only after you have completed and stopped the trace.  

6  Before starting the trace, read the rest of the guidelines thoroughly.  
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 To p erform a server - side trace using the provided templates :  

 

Warning : On highly loaded systems, using Profiler may 

generate a severe performance overhead. If you use Profiler 

and notice performance degradation on the production server 

during the trace, it is  advised to stop the trace immediately and 

revert to using a server -side trace. Server -side traces, although 

slightly more complex to set  up and use, usually generate 

considerably less performance overhead than Profiler for 

performing the trace . 

1  Import the provided template into Profiler, as described in the previous 

procedure . 

2  Add the appropriate filters according to the guidelines described below.  

In Profiler , Select File > Export > Script trace definition > For SQL  

Server 2005 ï2008 . Save the trace script , edit it manually if required,  

and use it to perform the server -side trace.  

 

Note : For more information on performing a server -side trace, 

see SQL Server Books On Line . 

 

3.2.2 Adding Filters to the Trace  

The trace template provided by Qure contains a few basic default filters.  

You can a dd additional filters to the trace template to achieve the following 

goals:  

¶ Reduce  trace file size.  

¶ Reduce the negative effect that the tracing process may have on the 

production environment.  

¶ Reduce the time required for the Qure analysis process.  

¶ Increase the efficiency of the Qure trace search algorithms.  

The most important filter is on the analyzed database s ' ID s. If the trace 

contains events that are in the context of any database s other  than the one s 

selected for analysis, these events are ignored. The database s'  ID filter 

should be manually added to the t race definition .  

Additiona l filters can be added at your discretion.  

 To add a filter on the d atabase s'  ID s to the trace:  

1  Find the database s'  ID s using the following query:  
SELECT DB_ID( N'<Database_Name>' )  

2  In Profiler, in the Trace Properties  window, click the Events tab.  

3  Click Co lumn Filters . The Edit Filter window appears.  

4  In the left pane, select the DatabaseID  column.  

http://msdn.microsoft.com/en-us/library/ms191006.aspx
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5  In the right pane, expand Equals  by clicking on the [+] icon and enter 

the database ID. Repeat for the IDs of all analyzed databases  

6  Click OK  to close the Edit Filter window.  

Qure does not analyze or provide recommendations for system activities 

(such as executing SQL Server system procedures ) , replication activities, 

maintenance activities (such as backups and statistics updates ),  and 

security activities (such a s logins, permission changes ),  and so on.  

You can safely filter these activities out according to your application -

specific behavior. We recommend that you perform a short sample trace 

and manually analyze it to see wh ich  events can be safely filtered out .  

For example, here are a few filters you may want to consider. You can use 

any of the trace data columns to apply the filters:  

¶ Filter out SQL Agent activities using a filter on the application name, 

unless you use SQL Agent jobs to execute application pr ocedures.  

¶ Filter out ADO  internal operation activities using filters on text data, 

such as ñEXEC sp_reset_connectionò, ñI F @@trancount  > 0 COMMIT 

TRANSACTIONò, and so on.  

¶ Filter out Management Studio activities using a filter on the application  

name unless you want to deliberately execute specific activities 

manually to be included in the trace file.  

3.2.3 Additional Trace File Recommendations  

Do not use filters based on resource consumption such as durati on, 

reads, writes , or CPU.  Filtering  out any ñrealò application activities during 

the trace  will have an effect on Qure ôs final recommendations.  

For example, Qure considers the table activity when evaluating index 

recommendations. Filtering out ñINSERTé VALUESéò statements , which 

usually consume very little  resources  and which cannot be explicitly 

optimized, may lead to Qure assessing that the table has fewer 

modifications than in reality, leading to less optimal index 

recommendations.  

If you use a backup of the production database s, restore them  using 

their  original name s.  While loading a trace file, Qure analyzes  the first 

2000 batches  and looks for events that are executed in the context of the 

same database name s as the one s selected  for analysis .  

If n o matching name s are  found, Qure  raises an error and aborts  the 

analysis .  

When using backup s of the production database s as the target for 

analysis, per form  the trace soon after the backup is made . This 

enables Qure to correctly replay and analyze the que ries from the trace 

against the data in the database during the  analysis  benchmark process .  

For example, if you use an old backup with a recent trace file, or vice versa, 

the queries may return different results than they would in production due 

to data inconsistencies ; this in turn may result in a less accurate analysis  

results .  
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3.3 Preparing the Analysis Server  

It is recommended that you use a powerful , dedicated non -virtual server to 

perform the analysis  process . The serve r hardware resources should be as 

similar as possible to the production server  to avoid potential differences in 

SQL Server execution plans . Such differences  might result in slightly less 

accurate  analysis  results , compared to the actual impact these  

recom mendations  will have on  the production server.  

To enable a more accurate replay of the queries, restore a copy of the 

production database, preferably a backup that was taken just  before the 

trace was performed.  

Make sure the analysis server has enough fre e disk space to accommodate 

the analysis  process. It is recommended to have at least three times  the 

total size of the analyzed database s where the database files reside to allow 

for multiple index validations. Also ensure enough free space for TempDB  

and for the database s' transaction log s. 

3.4 Preparing a Client Computer to Run Qure  

Qure is a highly resource consuming  application that requires significant 

CPU, memory , and IO resources  for its operations . I t is highly recommended 

that the client computer be fr ee of any concurrent activity  during the 

analysis process . Ideally, a dedicated , powerful  PC should be used. The 

measured duration of the batches may be influenced by  concurrent activity 

on the client computer because  the batches are executed from the clie nt. 

This requires that the client consume the r esult  sets generated by the server 

for the executed batches. Concurrent activity on the client computer may 

slow down the retrieval of result sets, thus affecting  the duration 

measurements. If you cannot avoid  concurrent activity on the client 

computer, be aware that the duration measurements may be  a little  less 

accurate. This fact will not affect other measured parameters , such as 

reads, writes , and CPU.   
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4 Analyzing Database s 

 In this  chapteré 

Launching Qure  page 13  

Setting Up the  Database  Analysis  page 14  

Analyzing  Database s page 24  

4.1 Launching Qure  

This procedure describes how to launch Qure.  

 To launch Qure:  

¶ Double -click  the Qure icon   on your Desktop or use the W indows 

Start menu  shortcut . Note that i t may take a few seconds to load  and 

initializ e all the required Qure modules. The Welcome to Qure for SQL 

Server window appear s. 

 

Figure 7 : Welcome to Qure for SQL  Server Window  
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Note : The first time you launch Qure, the introductory wizard 

appears . Clear the Show this at n ext startup  option to prevent 

the wizard from loading the next time you launch Qure. You can 

open  the wizard again by clicking  Quick Introduction  in the 

welcome window.  

 

4.2 Setting Up the Database  Analysis  

This section d escribes how to start the database  analysis process  using 

Qure . 

This section includes the following topics:  

¶ Database Analysis File  

¶ Initiating an Analysis  

¶ Connecting to the Databas es 

¶ Selecting Trace s 

¶ Configuring Additional Analysis Settings  

¶ Viewing the Analysis Setup Summary  

4.2.1 Database Analysis File  

The analysis file contains the Qure complete analysis data for the databases 

and includes the:  

¶ Database  schema abstract s 

¶ Database objects  

¶ Trace batches  

¶ Data statistical  information  

¶ Report information  

¶ Benchmark information  

Although the analysis file is protected, it is recommended that you take the 

necessary security precautions to secure it as it may contain confidential 

information.  

The analysis file will typically grow to between a few hundred megabytes 

and 2 GB. Ensure th at the file is in a location with sufficient free space.  

The size of this file may grow up to a maximum of 4 GB, depending on the 

size of the analyzed database s, the number of objects they  contain, and the 

number, size ,and  complexity of the analyzed batche s.  

You can open and use previous analysis files. You can also move or copy an 

analysis file to another computer where Qure is installed and use the 

analysis file there.  
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Note :  Due to .NET internal caching issues, it may take 

significantly longer to open an analysis file for the first time after 

it is copied to a new location than subsequent openings. Be 

patient and allow a few minutes for the analysis file to open the 

first time you use it in a new location . The user interface may 

appear to be non - respons ive while the report loads . 

 

4.2.2 Initiating Database  Analysis  

This section describes how to initiate the database s analysis process.   

 To initiate  database   analysis :  

1  Click  New .  

-  OR -  

Press <Ctrl > +N .   

-  OR -  

Click  the Qure Application  button   and select New Analysis .   

The Select Analysis Mode  window appears.  

 

Figure 8 : Select Analysis Mode Window  

2  Select Full Analysis  to perform a full, licensed analysis or select Demo 

Analysis  to perform a part ial, demo analysis.  



 

16  Analyzing Databases  

The differences between the full analysis and the demo analysis are:  

Full Analysis  Demo Analysis  

Requires a  valid  license  Free ï No license required  

Full or sample data analysis  Sample data analysis only  

Unlimited trace sources  Maxim um 10 trace sources  

Unlimited number of batches  Maximum 50,000 batch instances  

Maximum 3 databases per analysis  Maximum 2 databases per analysis  

All recommendations available  Recommendations for 5 batches only  

3  Click OK .  

The Create Analysis File  window appear s. 

 

Figure 9 : Create Analysis File  Window  

4  Select the folder for Qure to store the analysis  data  file . The default 

folder is %HOMEPATH% \ My Documents \ Qure \ Analyses \ .  

5  In the File  name  text box , type the name for the analysis  data file.  

6  Click Save .  

 

Note : The file extension for Qure analysis file is *.quan , which 

is an abbreviation for Qu re An alysis. Qure associate s this file  

type  automatically with Qure during installation . 
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4.2.3 Connecting to the  Analysis  Server  

 

Note : The navi gation pane on the left guides you through the 

steps required to complete the analysis setup. The arrow icon     

indicates the current step.  

 To connect to the analysis server :  

1  Initiate a database analysis . After specifying the analysis  file name and 

folder, the Connect to Server  window appear s. 

 

Figure 10 : Connect to Server  Window  

2  From the Authentication  drop -down list, select Windows 

Authentication  or SQL Server Authentication  depending on your 

preferred method of connecting to the database server . Windows 

Authentication use s a trusted connection to the database server using 

the security credentials of the user who is currently logged on to the 

computer running Qure.  

3  If you select SQL Server Authentication :  

a  Enter the SQL Server login User name  and Password .  

b  In the Server  text box , either type the name or I P address of the 

database server or select a server from the drop -down list . 

4  When the correct server  name appears in the Server  text box , click 

Next .  
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4.2.4 Selecting the Databases for Analysis  

This section describes how to select the  databases for analysis.  

 

 

Note : You may select up to three databases for analysis when 

performing a full, licensed   analysis and up to two databases for 

a demo analysis . 

 To select the databases for analysis:  

1  Connect to the analysis server . Aft er successfully establishing a 

connection to the analysis server, the Select Databases  window 

appears.  

 

Figure 11 : Connect to Server  Window  

A list of databases that can be analyzed is displayed . Select  the 

checkboxes next to the n ames of the databases you want  to analyze.  

2  When the databases for analysis have been selected, click Next .  
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4.2.5 Selecting Trace s 

This section describes how to select the trace sources . 

 

Note : For better performance  when using trace files, it is 

recommended to  use  trace file s from a folder on your local hard 

drive.  

 To select trace s:  

1  Select the databases for analysis. A fter successfully selecting  the  

database s, the Select Trace s  window appear s. 

 

Figure 12 : Select Trace s Window  

2  Click Ad d Trace  and select either Add Trace File  or Add Trace Table 

to add the appropriate trace source to the analysis.  

3  If you select  the Add Trace File  option, t he Open Trace File  window 

appear s.  

4  Navigate to the folder containing the pre - captured production act ivity 

trace files, select the files to use for the analysis and click Open .  

 

Tip:  You can select multiple files using the standard Windows 

selection keys ( <Ctrl> , <Shift> , up or down arrows, or 

<Ctrl>+A  to select all files in the current folder  

5  (Optiona l) A dd a trace file  from a different folder  by clicking Add Trace 

File , and repeating the process.  



 

20  Analyzing Databases  

6  If you select the Add Trace Table  option, the Select Trace Table  

Window appears.  

 

Figure 13 :  Select Trace Table  

7  From the Authenti cation  drop -down list, select Windows 

Authentication or SQL Server Authentication  depending on your 

preferred method of connecting to the database server . Windows 

Authentication uses a trusted connection to the database server using 

the security credentials of the user who is currently logged on to the 

computer running Qure.  

8  If you select SQL Server Authentication :  

a  Enter t he SQL Server login Username  and Password .  

b  In the Server  text box, either type the name or IP address of the 

database server or select a server from the drop -down list.  

c  In the Database  text box, either type the name of the database to 

analyze or select th e database from the drop -down list. Qure 

attempts to connect to the server and retrieve the list of databases. 

This may take a few seconds. If the server or connection credentials 

are incorrect, an error message appears asking you to either correct 

the con nection information or try again.  

In the Table  text box, either type the name of the table containing 

the trace data or select it from the drop -down list.  

 

Note : Only tables that have the mandatory columns of the 

required data for Qure analysis , as define d in Qureôs trace 

template , will be liste d.  

9  (Optional) Add more trace tables by clicking Add Trace Table , and 

repeating the process.  
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4.2.6 Configuring Additional Analysis  Settings  

 To configure additional analysis  settings:  

1  Select a trace source (s) . After selecting th e appropriate trace sources , 

the Analysis Settings window appear s. 

  

Figure 14 : Analysis Settings Window  
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2  Select the required additional set tings . 

Option  Description  

Keep all existing 

indexes  

Qure will not make any recommendations 

regarding dropping of existing indexes. The only 

exceptions are duplicate, disabled and 

hypothetical indexes , which will be recommended 

for dropping  regardless of t his setting.  

Sample only data 

analysis  

Use only a sample of the data for aggregate and 

analysis instead of performing a full data analysis . 

This reduce s the time and the analyzed database 

server resource consumption during the analysis 

process , but limit s Qureôs range of 

recommendations and may also negatively affect 
the accuracy of the recommendation algorithm.  

This option should only be selected for very large 

databases or when the analysis needs to be 

performed on the production database itself.  

Analy ze index 

fragmentation  

Qure will analyze index physical and logical 

fragmentation and generate additional 

recommendations for index maintenance. Note 

that selecting this option create s additional 

overhead for the analysis and may increase its 

duration.  

Analyze system 

trace events  

Qure will analyze and display system events such 

as replication events, ADO events and other 

system type events. These will not be optimized 

but will be displayed along with the application 

events for easy reference of their resou rce 

consumption. Note that selecting this option may 
increase analysis duration . 

Benchmark 

Schema 

Recommendations  

Qure will apply schema optimization 

recommendations during the benchmark process. 

This may increase the duration of the benchmark. 

By Default , schema recommendations are 

benchmarked . If you uncheck this option, know 
that it will not apply schema modifications  

3  Click Next .  The Summary window  appears . 
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4.2.7 Viewing the Analysis  Setup Summary  

This section describes how t o view analysis summary.  

 To view the analysis  summary:  

1  Configure the additional analysis  settings . After selecting the analysis  

options, the Summary window appear s.  

 

Figure 15 : Analy sis Setup Summary Window  

2  Review and confirm the settings selected for the analysis .  

3  (Optional) Click Previous  to return  and change the settings.  

4  Click Start Analysis . The  analysis process starts  and the Analysis  

window appears.  
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4.3 Analyzing  Database s 

During the database analysis  process, the Analysis  window present s visual 

and text ual  progress indicators describing the current ly executing  operation.  

At a ny time during the analysis  process , you can click Pa use  to temporarily 

pause the analysis . I f the database analysis  is waiting for the completion of 

a server query or is in the middle of an operation, the analysis  process  is 

paused only after the current operation is completed . For this reason,  you 

may expe rience some delay until  the analysis process is actually paused .  

Database analysis  consists of five  main processes :  

¶ Schema An alysis  

¶ Trace An alysis  

¶ Data Analysis  

¶ Recommendations generation  

¶ Benchmark  

4.3.1 Schema Analysis  

In the Schema Analysis process , Qure analyzes the database objects 

including tables, columns, views, stored procedures , functions,  and triggers .  

Qure creates an internal abstract representation of the analyzed objects and 

stores it in the analysis  data  file. This process collects metadata only and is 

therefore re latively short and consumes minimal  resources.  

 

Figure 16 : Schema Analysis Window  
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4.3.2 Trace Analysis  

In the Trace Analysis process , Qure reads and analyzes the events provided  

in the  trace sources .  

Qure creates an internal abstract representation of the analyzed batches 

and stores it in the analysis  data  file. This process uses local SQL 

Management Objects ( SMO) , which should be available from the installati on 

of the SQL Server client tools  (see Installation P rerequisites ) , for reading the 

trace events. Server resources are consumed whe n reading trace tables . 

Depending on the trace size, the number of captured events, the number of 

unique bat ches , and the  complexity of the batches , this process  may take 

considerable time to complete.  

 

 

Note :  Qure has a 20 -hour maximum time limit for the Trace 

Analysis p rocess . See Limitations and known issues  for more 

details on this and other limits.  

 

Figure 17 : Trace Analysis Window  

 

Note : The Trace Analysis and Data Statistical Analysis processes 

are performed in parallel. The T race Analysis process consumes 

only local resources while the Data Statistical Analysis process 

consumes mostly resources from the database server. Click  the 

respective process  row  in the navigation pane to change the 

main pane display to show its progress . 

 

http://www.dbsophic.com/limitations-and-known-issues/
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4.3.3 Data Statistical Analysis  

The Data Statistical Analysis  process analyzes the actual data stored in the 

database  tables.  

By default, all  the database s' data is scanned . Qure creates an abstr act 

representation of the data distribution, cardinality , and a variety of other 

statistical information , and stores it in the analysis  data file.  

Depending on the size of the database s and the number of tables and rows, 

this process  may take considerable  time to complete and  may  consume 

significant IO and CPU resources.  

This process  uses mostly analysis server resources.  

If you select  Sample only data analysis  during the analysis setup in the 

Analysis Settings  window  (Figure 14 ) , only  a small percentage of the data 

is scanned and analyzed , significantly reducing the time and resources 

required for this process . Note that selecting this option limits  the  ability  of 

Qure  to detect the f ull range of issues and negat ively affects  the  accuracy of 

the detection algorithm.  

 

Figure 18 : Data Statistical Analysis Window  
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4.3.4 Recommendations Generation  

In the Recommendations gen eration  process , Qure processes and 

analyzes  all the information collected  in the previous p rocesses , and  

generate s performance enhancement recommendations.  

During this p rocess,  progress indicators and accumulat ive  counters of the 

number of generated reco mmendations  are displayed in the main pane . 

 

Figure 19 : Recommendations Generation  Window  

 

Note :  During the index analysis  process, the indexes counter 

value may increase and then decrease. This is a normal behavior 

as Qure may c ombine several indexes together in an internal 

process called Index Grouping & Compacting .  

4.3.5 Benchmark  

The benchmark process consists of the following phases:  

¶ Establishing pe rformance baseline  

¶ Applying  recommendations  

¶ Validating recommendations  

¶ Optimizing index recommendations   

¶ Measuring performance improvements  

¶ Finalizing the benchmark process  
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4.3.5.1 Establishing Performance Baseline  

In this phase, the batches  that were analyz ed from the trace  sources  are 

replayed on the analysis  database s prior to implementing any 

recommendations. This is required because the performance recorded in the 

trac e file reflects the production costs and may vary significantly from the 

metrics measured for the analysis  server.  

 

 

Note : For UI performance considerations, only up to 10 

operations are displayed at a time in all benchmark progress 

windows. You can see t he total number of operations required to 

complete the current phase on the phase title bar.  

4.3.5.2 Applying  Recommendations  

In this phase, Qure automatically applies all gen erated  recommendations on 

the analysis  database s. 

4.3.5.3 Validating Recommendations  

In this phase, Qure re -executes and measures the resource consumption of 

all batches in ord er to validate and fine tune its recommendations set. This 

phase ensures rewrites consistency, index efficiency, and batch dependency 

integrity.  

4.3.5.4 Optimizing Index Recommendations  

In this phase, Qure use s additional resources available after the batch 

execution , such as internal SQL Server DMVs , to further optimize its index 

recommendations.  

4.3.5.5 Measuring Performance Improvements  

In this phase, Qure executes all batches  again , after fine tuning the 

recommendations set in the previous phase. The metrics of this phase are 

recorded and presented in comparison with the metrics recorded in the first 

phase as the be nchmark results .  

4.3.5.6 Finalizing the Benchmark Process  

In this phase, Qure finalizes the internal operations, calculates the 

performance gain factors, saves the benchmark results to the analysis file, 

and adjusts the report recommendations according to the benchmark fine 

tuning phase.  
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After the benchmark  process  has completed, the Analysis  Completed  

Successfully  window appear s. You are now ready to view the report and 

investigate the suggested performance enhancement recomme ndations.  

 

Figure 20 : Analysis  Completed Successfully Window  

Click the View Report  button to advance to the recommendations summary 

report.  
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5 Using the Recommendations Report  

 In this chapteré 

Overview  page  30  

Report Terms and Concepts  page 30  

Viewing the Analysis  Summary  page 35  

Viewing and Filtering Recommendations by 

Batch es 

page 36  

Viewing Recommendations by Objects  page 41  

Viewing and Filtering Recommendations  page 43  

Automatically Optimizing a Database  page 50  

5.1 Overview  

Navigation betwee n the different sections of the report application is 

performed by using the ribbon tabs at the top  of the window . 

 

Figure 21 : Ribbon  

You can navigate to the desired section  of the report by clicking the 

appropriate section  name a nd icon. In addition, you can use the Back  and 

Forward  buttons on the quick access tool bar for quick navigation.  

5.2 Report Terms and Concepts  

The main concepts you should be familiar with when using the report  are:  

¶ Batch  

¶ Parameter Set  

¶ Recommendations  

¶ Recommendation Status  

¶ Applicability Types  

¶ Impact Rank  
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5.2.1 Batch  

A batch is  defined as a unique set of SQL commands that were captured 

from the trace file as a single execution unit . Qure removes parameters that 

are embedded in the batch queries as constants and variables and creates a 

template for that batch  which in Qure is simply called a batch . For example, 

the following queries will be treated by Qure as three  batch instances 

(individual occurrences) of a singl e batch :  

SELECT * FROM Employees  WHERE EmployeeID = 34  

SELECT * FROM Employees  WHERE EmployeeID = 91  

SELECT * FROM Employees  WHERE EmployeeID = @a  

The main focus of the report is based on batches  and their associated 

recommendations.  

5.2.2 Parameter Set  

A Parameter Set is a set of specific values for all parameters of a specific 

batch. Each batch may be executed multiple times in the trace workload and 

during the benchmark process. All batch instances (individual occurrences) 

that share the  exact same parameter values are logically grouped as a 

Parameter Set  group for the batch.  

 

 

Note : The sub -grouping of batches into parameter sets enables 

you to quickly identify anomalies of batch execution such as a 

specific parameter value set  that co nsumes significantly more 

resources than others.   

5.2.3 Recommendatio ns 

A recommendation is a suggested course of action to investigate, modify, 

add , or delete an object to  enhance performance. Some recommendations 

are  very specific in nature , for example, Create index  and Rewrite 

procedure . Other recommendations, such as Log errors  and Potential 

design anomaly ,  only point out potential issues that you should manually 

investigate and evaluate , and then decide on the proper course of acti on. A 

recommendation is associated with a set of batches , a set of database 

objects, or both.  



 

32  Using the Recommendations Report  

5.2.4 Recommendation Status  

A recommendation can  hav e any of the statuses  listed in Table 1 .  

Table 1  describes the  symbols and their descriptions used for the 

recommendation status .  

Table 1 : Recommendation Status es  

Status  Description  

 Pending  
Pending  is the default initial status of  all 

recommendations. A pending  recommendation 

indicates that it has not yet been assigned a status ï 

neither explicit ly  by the user nor implicitly by Qure 

during the optimize  process. Pending  

recommendations are not added to optimize  queue  list . 

See section 4.4.7, Applying Recommendations  for 

more information . 

 Accepted  
Mark a recommendation as Accepted  after reviewing 

it and confirming that it is applicable on your system 

and does not conflict with your ap plication or R&D 
standards.  

Accepted  recommendations are automatically added 

to  the optimize queue , depending on their applicability 

type. Not applicable  recommendations cannot be 
marked as Accepted .  

 Rejected  
Mark a recommendation as Rejected  if,  after 

reviewing it , you find it to be inapplicable on your 

system for any reason. Rejected  recommendations 

are grayed out  and are not added to the optimize 

queue . 

 Applied  
A recommendation is marked as Applied  by Qure after 

it has been successfully applied dur ing the Optimize  

process. For convenience, you can explicitly mark a 

recommendation as Applied  if you have manually 

applied it outside the scope of Qure. Explicitly marking 

a recommendation as Applied  can provide you with a 

consistent and accurate view of the true status es of all 

recommendations regardless of how you choose to  

appl y them . 
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Status  Description  

 Apply  failed  
A recommendation is marked as Apply  failed  by Qure 

when  the Optimize  process attempts to apply the 

recommendation  but fails for any reason. A n apply  

failur e can occur for a number of reasons, such as  lack 

of disk space, schema binding errors, insufficient 

permissions , and so on . For convenience, you can 

explicitly mark a recommendation as Apply  failed  if 

you attempted to manually apply it outside the scope 

of Qure and failed. Explicitly marking a 

recommendation as Apply  failed  can provide you with 

a consistent and accurate view of the true status of all 

recommendations regardless of how you attempt  to  

apply them . 

5.2.5 Applicability Type 

The Applicability type indicate s whether Qure can  or cannot automatically 

apply the recommendations . The applicability type is determined by Qure 

and cannot be changed.  

Table 2  describes the applicability types used for recommendations . 

Table 2 : Applicability Types  

Status  Description  

 Applicable  
Applicable  type recommendations are 

recommendations that can be automatical ly applied 

by Qure. These type s of recommendations are 

provided with full apply and revert scripts and can be 

added to the optimize queue  by changing their status 

to Accepted . Applicable recommendations are those 

that are considered by Qure as safe to appl y on the 

production system with minimal risk of affecting 

application behavior.  

 Not applicable  
Not applicable  type recommendations cannot be 

automatically applied by Qure in the analysis  or  

optimize  processes. Qure does not  provide apply or 

revert scrip ts for this type of recommendations. 

Instead, Qure provide s general guidelines and 

instructions on how to handle the described issue. 

Recommendations of this type either require 

significant changes to the application or are general 

notices that should be m anually investigated and 

corrected. Not applicable recommendations cannot be 

assigned the Accepted  status but can be Rejected  in 

the interest  of a consistent view of all 
recommendation statuses.  
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Status  Description  

 Applicable in 
benchmark only  

Applicable in benchmark only  type 

recommendations cannot be applied using the 

Optimize  process but are applied and measured 

during the benchmark phase of the analysis process. 

Qure provides either pseudo or commented -out  apply 

and revert scripts for this type of recommendation. 

The au tomatic apply functionality  is disabled for this 

type of recommendation because  they may pose a 

risk to application dependencies and therefore may 

require application changes beyond the scope of Qure. 
Treat this type of recommendation with caution . 

 

 

Not e : Although Qure provides you with the option to 

automatically apply applicable recommendations using the 

Optimize  process, it is highly recommended that any changes 

you make to  your production systems are thoroughly tested and 

verified using rigorous QA p rocedures before being applied to the 

production system. The Apply process should generally be used 

to automatically apply Qure recommendations to a test 

environment for QA purposes.  

 

5.2.6 Impact Rank  

Each schema, index , and rewrite recommendation has an ñ Impactò rank 

in the scale of 1 to 3, represented by an icon consisting of one to three  

stars. The ranks range from Low (1 star) to High ( 3 stars). These ranks are 

an initial estimation only  and a re  based on the relative cost of related 

batches  and objects and the estimated effect of the specific 

recommendation type. This rank is intended to help you focus on the 

potentially important recommendations but is not guaranteed to be 

accurate. Use the be nchmark measurements  to help you decide which 

recommendations you should consider first for implementation on your 

production system.  
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5.3 Viewing the Analysis  Summary  

After the analysis  process has completed successfully, Qure display s the 

analysis  summary report.  

 

Figure 22 : Analysis  Summ ary Window  

The analysis  summary report consists  of the following  sections :  

¶ Top Improved Batches  

¶ Recommendations  Summary  

¶ Analysis Information  

5.3.1 Top Improved Batches  

In this section you can view the top 10 improved batches by total duration, 

including detailed in formation regarding each of the measured metrics for 

these batches.  

5.3.2 Recommendations Summary  

This section provides general details on the results of the analysis process. 

It provides the total number of recommendat ions, the total number of 

recommendations that can be automatically applied by Qure, and a table 

detailing the breakdown of the number of recommendations according to the 

general recommendations categories. For each category, a general rank is 

displayed ba sed on the Qure estimation of the potential performance impact 

of applying the suggested changes of this category on the databases ô 

performance. This rank ranges from Low (1 star) to Very high (5 stars).  
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5.3.3 Analysis  Information  

This section provides general details about  the analysis  process. This 

includes the server and database s' names for which the analysis  was 

performed, the database s' size, the duration of the analysis  process , and the 

number of objects analyz ed. You can click the Analysis  Settings  button to 

view the analysis  setting details configured  during the analysis  setup 

process . 

5.4 Viewing and Filtering Recommendations by 
Batch es  

The Batches  window is the starting point for using  the  Qure 

recommendations report. It provides you with a holistic view of the activity 

of your system, as analyzed  from the trace. It p rovides summary 

information on the analyzed batches  and their performance improvement , a 

high level description of the basic operations performed by each batch , the 

batch  script , the execution plan s of specific parameter sets , and a high level 

tree view of  all recommendations that affect its performance.   

Links are provided to help you navigate to more detailed view s of the actual 

recommendations and provide automatic filtering to help you focus on the 

relevant subset of Qure recommendations. For the  defini tion of a batch  in 

Qure, see, section 4.4.2.1, Batch . 

 

Figure 23 : Batches  Window  
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The Batches  window consists of the following  sections:  

¶ Batches  Pane : D isplays  the batch  names and their resource 

consumption  and enables you to drill down to specific parameter value 

sets of the batch . 

¶ Details Pane : Displays the batch  database operations summary, the 

batch  script , the batches performance metrics , and provide s links to  all 

associated  recommendations.  

5.4.1 Batches  Pane 

All batches  captured from the trace file are listed  in the  Batches pane . Each 

batch  is given a default Batch  name . For batches  that consist of only a 

single execution  of a stored procedure, the default name is EXEC 

<PROCEDURE_NAME>. For ad -hoc SQL batches , the default batch  name 

consists of the type of the first statement of the batch and an arbitrary 

unique number, for example , SELECT 12 , UPDATE 8. Batches that do not  

begin with a DML statement are simply named  BATCH 0, BATCH 1, and so on . 

You can rename a batch  by clicking the Rename  link on the caption bar of 

the Details pane . You can then define a new and meaningful name for any 

batch .  

For each batch , the total sum  of the resources consumed by all instances of 

the batch  is displayed by default.  You can choose which metrics you want  to 

view  by switching to one of the four main tabs at the top . The available 

batch performance view tabs are:  

¶ Production DB trace  

¶ Origina l Analysis DB  

¶ Optimized Analysis DB  

¶ Optimization Result  

Double click a batch name or click the small triangle on the left of the batch 

name to drill down to specific parameter value sets of the batch.  

 

 

Note :  Due to time limits, it is practically impossi ble to 

execute all instances of all parameter value sets for common 

batches  during the benchmark , therefore some parameter 

sets metrics are estimated and derived from averaging 

calculations and not from actual execution.  For those 

parameter sets, an asteri sk (*) is added to all batch metrics 

and a note is added on the Performance tab of the Details 

pane.  
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You can sort the batch es list by any of the available columns in descending 

order by clicking the column name. The resource  consumption metric s 

shown are :  

¶ Executions : The t otal  number of instances of this batch  that  were 

executed.  

¶ Logical Reads :  The number of l ogical reads performed by the batch . 

This number includes all page accesses , whether from disk or in 

memory.  

¶ Physical Reads  (not available in production DB trace view ) :  The 

number of p hysical reads performed by the batch . This number 

indicates the number of pages that needed to be physically retrieved 

from the hard disk.  

 

Note : Qure runs all batches during  the benchmark using a 

cold cache. All cached pages are flushed prior to every 

execution. This makes the Physical Reads counter a highly 

valuable measurement of the actual disk IO stress the batch 

is producing.  

¶ Writes : The n umber of page write operations performed by the batch . 

¶ Duration : The duration of the batch  execution s. 

¶ CPU : The a mount of CPU time consumed by the batch . 

¶ Row Count : The total number of rows returned by the batch.  

 

Note :  Do not rely exclusively  on Logical Reads  when 

estimating the true  cost of a batch as this number can be 

somewhat misleading. For example, a query that uses 

Nested loops  for a join operator can cause more logical reads 

than a similar query that uses Hash join,  although the latter 

can be much less efficient overall, specif ically in terms of CPU 

and duration. Always look at the whole picture including CPU 

and duration. When using the Qure benchmark, you are also 

provided with the Physical Reads  measures, which are 

much more closely related to the true IO performance of the 

query. This measure is not available in SQL Profiler .  

 

 

Note : The resource consumption measures shown in the 

Batches  pane are the measures taken from the trace that 

was conducted on the production server. When performing a 

benchmark on the analysis  server , the benchmark measures 

are  displayed separately. There may be significant 

differences between the trace and the benchmark 

measurements due to hardware differences  and server 

execution plan changes resulting from  difference s in 

available resources , due to  the fact that the benchmark 

process executes the activities serially  (and not concurrently  

as in production ),  and because  the benchmark uses cold 

cache .  
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5.4.2 Details Pane 

The Details pane includes the following tabs :  

¶ Dat abase Operations  

¶ Performance  

¶ Script  

¶ Recommendations  

¶ Execution Plan  

Database Operations 

The Database Operations section provides a brief description of the direct 

and indirect operations performed by the selected batch es on the Batches  

pane. If multiple batches  are selected, the Database Operations section 

display s the cumulative opera tions of all selected batches . 

The basic operations displayed  for batches  are:  

¶ Selects from <table/view/function>  

¶ Inserts to <table/view/function>  

¶ Updates <table/view/function>  

¶ Deletes from <table/view/function>  

¶ Executes <stored procedure>  

¶ Calls <function>  

 

Note :  You can select multiple batches on the Batches pane by 

moving your pointer to a batch, clicking it , and then dragging the 

pointer up or down to select a range of batches. Alternatively, 

you can use the <Ctrl>  key and other standard Windows 

shortcu t keys such as the <Shift>  and the up and down arrow 

keys.  

This section is intended as a quick reference to enable you  to view  the high 

level  scope of operation s of the currently selected batches . 

The highlighted object names are links to help you navigat e to the Objects  

window.  

Performance 

For each batch , a graphical and textual view of each metric is shown , 

including the resource consumption on the Original  and Optimized  

database versions . It also displays the achieved calculated difference (as a 

percen tage) .  

When selecting multiple recommendations, the aggregated cumulative totals 

are displayed . 
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Note : Qure validates that the result set of a batch does not 

change between the original analysis DB and the optimized one. 

If  a difference is found, Qure  displays a warning message 

informing you of the difference. In some cases, such as queries 

that use non deterministic expressions , this is expected. Verify 

that the results of the batches are correct and as expected.  

 

 

Note : In some cases, the duration m etrics  of the optimization 

results  may show  inconsistencies  with the actual resource 

consumption metrics. A batch may show an increase in duration 

although actual resource metrics such as physical reads or CPU  

have not increased , or vice versa . This usuall y happens  due to 

concurrent activity  on either the client or the server  during the 

benchmark process  which may affect  the  measured duration of 

the batch. Qure will display a notice for such batches in the 

performance tab. In most cases, you should  disregar d the 

duration metrics for these batches  and rely on Reads and CPU . 

 

Script 

The Script section provides the actual T -SQL textual script of the selected 

batch . When  you select multiple batches , the scripts are not displayed . 

 

Note :  You may s ee a significant difference in the displayed 

layout of the script from its original layout, for example, new 

lines, white spaces, or tab characters. This is because in order to 

parse the original script, all formatting characters are stripped 

before parsin g. When displaying the scripts, a prettifying  

algorithm is used, which completely reformats the original script 

according to a set of predefined rules.  

 

Because  the batch  is actually a template of many possibly similar batch 

scripts that might  use differe nt parameter value  set s, the displayed script 

shown  for the batch root displays the word ñ<value> ò instead of the 

parameter values. Drill down to individual parameter value sets to see the 

actual parameter values used for the execution of the batch.  

Recommendations 

The Recommendations section provides you with easy to follow navigational 

links to the recommendations view window that displays  all 

recommendations that affect the selected batches . The links are organized 

in a collapsible tree format according to category .  
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In addition,  the total number of recommendations is displayed  for each 

category including  the total for all categories. Clicking any of the links 

navigate s you to the Recommendations  window and automatically appl ies  

the appropriate filters to  help you focus on the selected subset of 

recommendations. For more details on the Recommendations  window , see 

section 4.4.6, Viewing and Filtering the Recommendations .  

Execution Plan 

The Execution Plan section pr ovides the textual version of the full execution 

plan retrieved from SQL Server for the batch parameter set, both before and 

after applying the recommendations. Execution plans are available only for 

parameter sets that were actually executed in the benchm ark and not for 

parameter sets that were estimated.  

5.5 Viewing Recommendations by Objects  

The Objects  window is used to view a summary of the recommendations in 

the  context of the objects affected by them. Use this window to view all 

recommendations that are relevant to a specific object regardless of the 

batch  that used it.  

 

Figure 24 : Objects Window  

The Objects window consists of the foll owing  panes :  

¶ Objects pane  

¶ Details pane  
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The Objects window provides a high - level description of the basic operations 

performed by and on each object, the object script , and all 

recommendations  that directly or indirectly affect it. Links are provided to 

help you navigate to the more detailed and filtered view of the actual 

recommendations .  

5.5.1 Objects Pane 

The Objects pane consists of a simple tree view of the objects which are 

affected directly o r indirectly by any of the  recommendations  that Qure 

generated . The objects listed are tables, views, functions, stored 

procedures, triggers, the database itself and the server (SQL Server 

instance).  

Selecting an object displays  its relevant details in th e Details pane. Multiple 

object selection is not allowed in this pane.  

5.5.2 Details Pane 

The Details pane provides the details of the selected object.  

The Detail s pane consists of the following  sections :   

¶ Database operati ons  

¶ Script  

¶ Recommendations  

 

Note :  Some database objects may not be listed. Qure only 

display objects for which there are recommendations or that will 

be affected directly or indirectly by a recommendation. In 

addition, not all objects are parsed due to Qure ôs current 

limitations. Non -parsed objects are not listed.  

Database Operations 

The Database Operations section provides a brief description of direct an d 

indirect operations performed by or on the selected object.  

The basic operations that are displayed  for objects, depending on the object 

type, are:  

¶ For stored procedures, views, triggers and functions:  

¶ Selects from <table/view/function>  

¶ Inserts to <tabl e/view/function>  

¶ Updates <table/view/function>  

¶ Deletes from <table/view/function>  

¶ Executes <stored procedure>  

¶ Calls <function>  

¶ For tables, functions and views:  

¶ Selected by <view/function/stored procedure/trigger>  

¶ Inserted by  <view/function/stored procedure /trigger>  
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¶ Updated by  <view/function/stored procedure/trigger>  

¶ Deleted by  <view/function/stored procedure/trigger>  

 

 

Note : The database object  and the server object  are not 

available in the Database Operations section.  

This section is intended as a quick reference to enable you to view  the 

general scope of operation of or on the currently selected object.  

The highlighted object names are links to help you navigate to another 

object to view  its details. This can help you drill down to see indirect object 

operations.  

Script 

This section displays  the original creation script of the selected object.  

Scripts are available for code objects only , such as views, procedures, and 

functions.  Database , schema  and server object scripts are not available . 

Recommendations 

The Recommendations section provides you with easy - to - follow navigational 

links to the recommendations view window that dis plays  all 

recommendations that may affect the selected object. The links are 

organized in  a collapsible tree format according to ca tegory . In addition,  the 

total number of recommendations is displayed  for each category , including  

the total for all categories. Clicking any of the links navigate s you to the 

Recommendations  window and automatically appl ies  the appropriate filters 

to help  you focus on the selected subset of recommendations. For more 

details about  the Recommendations  window , see Viewing and Filtering 

Recommendations . 

5.6 Viewing and Filtering Recommendations  

The Recommendations  window is the main window where you review and 

decide how you want to handle the recommendations Qure has generated to 

optimize your database sô performance. You can either click the 

Recommendatio ns  tab on the ribbon to initially view  all (unfiltered )  

recommendations or use the recommendations links from the Batches  or 

Objects windows , which automatically apply the appropriate filters.  
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Figure 25 : Recommendations Window  

 

Note :  The filter settings you apply are persistent. When you 

navigate away from the Recommendations window and then 

navigate back to it, your last set of filter settings will still be 

active. If you use the recommendation links from the Batches or 

Objects windows, your previous filter settings will be lost and the 

new filters set will be applied . 

The Recommendations window consists of  the following sections:  

¶ Filter  pane  

¶ Recommendations p ane   

¶ Details pane  

 

Note : The Details pane may have multiple selectable functions 

depending on the type of the selected recommendations.  

5.6.1 Recommendation Filter  Pane 

The Recommendation F ilter  pane consists of four  filtering categories. All 

category filters are cumulative (logical AND). Any category title that is 

currently actively filtering the recommendations list is highlighted. The title s 

of the active filter categor ies also display a partial list of the currently active 

filters. If any filter is active, a master Clear filter  button is available on the 

Recommendation Filter  pane toolbar . The Clear filter  button enables you to 

clear all filters. For each category , you can use the icons o n the left to select 

all   or select none  of the available filter values for this category.  
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The available filtering categories are:  

¶ Affected Objects/Batches : Use this filter to view only a subset of 

the recommendations that affect a specific set of obje cts or batches .  

¶ Modifie d objects/Batches :  Use this filter to view only a subset of 

the recommendations that modifies a specific set of objects  or batches .   

¶ Recommendation Statuses : Use this filter to view only a subset of 

the recommendations that have a s pecific set of statuses such as 

pending , accepted , and so on .  

¶ Categories:  Use this filter to view only a subset of the 

recommendations  that belong to a specific set of recommendation 

categories such as Create Indexes, Rewrite Objects and so on.  

 

Tip :  Eff icient use of the recommendations filtering capabilities 

can be very helpful, especially when a database analysis 

generates a large number of recommendations. Get familiar with 

the filtering techniques that can help you quickly focus on the 

current task yo u want to perform. For example, in just a few 

clicks you can set up complex filters such as ñShow me just the 

indexes I need to drop from table X that will affect activities A 

and B , and which I have not rejected.ò 

5.6.2 Recommendations Pane 

The Recommendations  pane is composed of up to seven  tabs, grouped by 

the recommendations category . Each tab grid contains recommendations 

from one  of the  recommendations categor ies. The tool bar in  the 

Recommendations pane displays  the total number of recommendations in all 

categories according to the selected filters.  

This tool bar  include s the following  actions :  

¶ Select all :  Select s all recommendations from all categories  

¶ Accept :  Accept s all selected recommendations from all categories  

¶ Reject :  Rejects all selected recommendat ions from all categories  

¶ Change status : Explicitly change s or reset s the status of all selected 

recommendations from all categories.  

The category grids that contain  the actual recommendations display various 

information al  columns, depending on the category .  

The following data columns are common to all categories:  

¶ Status  

¶ Recommendation ID (a unique number that identifies the Qure 

recommendation )  

¶ Impact  

¶ Applicability   

¶ Benchmark Result   
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The recommendation categories are:  

¶ Create Indexes  

¶ Drop  Indexes  

¶ Rewrite O bjects  

¶ Modify S chema  

¶ Rewrite B atch es  

¶ Configurations  

¶ Miscellaneous  

5.6.2.1 Create Indexes  

This category includes recommendations for the creation of new indexes. 

Some of these indexes may replace and extend existing indexes .  

The following information columns are available  for Create Indexes 

recommendations :  

¶ Object  :  The table name for which the  new  index is recommended  

¶ Columns :  A list of suggested key columns for  the index  

¶ Included  columns :  A list of suggested included columns f or  the index  

¶ Size :   The approximate index total size  

¶ Replaces :  The name of the existing index than should  be dropped if 

the new one is created  

5.6.2.2 Drop  Indexes  

This category includes recommendations for dropping existing indexes. 

There are several reasons for Qure re commendation to drop existing 

indexes such as duplicate indexes, redundant indexes, disabled and 

hypothetical index leftovers  from MS DTA tool  analysis , and so on.  

 

Note :  Recommendations to drop existing indexes may appear in 

both New Indexed and Drop Ind exes categories. In the New 

indexes category, a recommended new index may render an 

existing index redundant. Therefore, the New index 

recommendation may include a Drop Index recommendation for 

the existing index. Do not drop the existing index unless you 

create the new recommended index. In the Drop Indexes 

category, Qure provides recommendations to drop existing 

indexes regardless of new index recommendations . 

The following information columns are available  for Drop  Indexes 

recommendations :  

¶ Object : The table name on which the index exists  

¶ Index  Name : The name of the index  

¶ Columns : A list of the key columns in the index  

¶ Included  Columns : A  list of the included columns in the index  
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¶ Size : A negative number representing the approximate index total size 

that will be saved by dropping the index . 

5.6.2.3 Rewrite Objects   

This category includes recommendations for syntax and structural rewrites 

of programming objects such as views, fu nctions, stored procedures , and so 

on.  The majority of these rewrites are fully applicable.  

 

Note :  More rewrite recommendations are listed in both the 

Batch  Rewrites  category and in the Miscellaneous  category. 

The rewrite of batch queries cannot be appli ed by Qure since 

they require application code modifications. They are grouped 

separately because, in most cases, they need to be handled by 

the R&D team and not by the DBA. In addition,  the rewrite 

recommendations in the Miscellaneous category cannot be 

applied by Qure. The recommendations are general guidelines 

regarding general application coding technique issues detected 

by Qure . 

The following information columns are available  for the Programming 

Objects Rewrites recommendations:  

¶ Object : The name of th e object that is recommended to be rewritten  

¶ Description : The type of the recommended rewrite  

¶ Object  type : The type of object that is recommended to be rewritten  

5.6.2.4 Modify Schema  

This category inclu des recommendations that deal with modifying table and 

column structures . In addition, it handles the recommendations of  

modifying, creati ng , or deleti ng  of schema related objects such as keys and 

constraints. Most recommendations in this category are appl icable only 

during the benchmark process as they may pose some risk to application 

dependencies on the existing schema structure .  

The following information columns are available  for the Schema Changes 

recommendations :  

¶ Object : The name of the object that i s recommended to be modified  

¶ Description : The type of recommended change  

5.6.2.5 Rewrite Batch es  

This category includes recommendations for syntax and structural rewrites 

of the batches as analyzed from the trace file. These rewrites are not 

applicable by Qure because  they require changes to the application code 

that generated them. Batch  rewrites can be benchmarked by Qure during 

the benchmark process.  

The following information columns are available  for Rewrite  Batches  

recommendations :  

¶ Object :  The name of the object that is recommended to be rewritten  

¶ Description : The type of recommended rewrite  
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Note :  There may be multiple rewrite recommendations for a 

programming object or a batch. The apply scri pt includes all 

selected rewrite recommendations as a single rewrite statement .  

5.6.2.6 Configurations  

This category includes recommendations regarding detected settings of the 

server, i nstance , or database that were changed from their default setting s. 

Although the current setting may not necessarily be wrong, Qure detects  

any setting that is not set to its initial default value . You can investigate the 

whether the setting  was changed in tentionally or whether it was changed for 

testing purposes and left unknowingly at its non -default value.  

The following information columns are available  for the Configurations 

recommendations :  

¶ Description :  The type of the non -default setting detected  

5.6.2.7 Miscellaneous  

This category includes assorted types of recommendations that are  not 

assigned to  the other categories . These are mostly general guidelines based 

on the analysis of the schema and code that may not be directly related to 

performance , but which warrant  either manual investigation or should be 

noted for future design considerations. For example, server log errors, 

problematic syntax conventions , such as using partial object  identifiers, 

SELECT *, procedures with row count information on, hint usage s, and so 

on . These recommendations are not applicable and are not ranked.  

The following information columns are available  for miscellaneous 

recommendations :  

¶ Object : T he name of t he object that is recommended to be 

investigated  

¶ Description : T he type of detected issue for which Qure recommends 

manual investigation  

5.6.3 Details Pane 

The multifunctional details pane at the bottom of the Recommendations 

window can be toggled  between three  different functional views:  

¶ Recommendation Details  

¶ Script Preview  

¶ Legend  
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5.6.3.1 Recommendation Details  

This view displays  the detailed explanation of the suggeste d 

recommendation, its motives , and  its importance and affect on the related 

objects. The Recommendations  Details view include s links to the affected 

objects and activities. Some recommendation details may also include links 

to web articles describing the d etected issue in more details. This view is 

available only when a single recommendation is selected in the 

Recommendations pane. If more than one recommendation is selected, the 

Recommendation Details view displays  only the total number of selected 

recomme ndations.  

5.6.3.2 Script Preview  

The Script Preview view provide s you with the T -SQL corrective  script for 

applying the selected recommendations. For some recommendations , Qure 

does  not provide corr ective  scripts. Among these , you will find 

recommendations without corrective scripts  in the Miscellaneous  category . 

The Miscellaneous category include s recommendations that require manual 

investigation or recommendations that cannot be automatically corre cted , 

such as missing primary keys.  

For recommendations that may pose a risk to application dependency , such 

as some schema modifications, Qure provide s scripts that are commented 

out to prevent unintentional application of the script on your production 

system. You should treat these scripts as guidelines only and never apply 

them directly , except for testing purposes on a test environment. If multiple 

recommendations are selected, the apply script include s all of the applicable 

recommendations.  

On the too lbar of the Script Preview window , there are two  option  buttons , 

Apply Script  and Revert Script .  

For rewrite recommendations, an additional button is available, View All 

Object Rewrites . Clicking this button opens a new window that  include s all 

rewrites fo r the selected object.  

Qure always provides you with both the Do  and Undo  type of scripts in case 

you need to revert the changes performed by the Apply script. A Save  

button is available to save the script that is currently displayed  to a n SQL 

text file. W hen saving a script, Qure always save s both the Apply script and 

its related Revert script.  

5.6.3.3 Legend  

The Legend view is a fixed list of the various icons used in the 

Recommendations window , and help s familiarize you with t he graphical 

representations of the recommendations statuses and recommendation 

properties.  
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5.7 Automatically Optimizing a Database  

The Optimize  window is used to automatically apply the applic able 

recommendations that you have marked as Accepted . All accepted 

recommendations that are applicable are  automatically added to the apply 

queue which is displayed  in the Apply window.  

 

Figure 26 : Optimize  Window  

The Apply wind ow consists of two  panes :  

¶ Accepted  Recommendations :  displays the queue of 

recommendations that are about to be applied  

¶ Apply Log : displays a textual log which details the apply process 

progress, including informational and error messages returned by SQL 

Server  

By default, all applicable accepted recommendations are entered into the 

Optimize  queue.  








